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1 Executive Summary
Despite movies such as Christopher Nolan's 2014 blockbuster Interstellar being available on 35mm film,
over the last couple of years cinemas have transitioned almost completely to digital projection. Digital
cinema offers content encryption protection, allowing for easy distribution, unlike film prints which
required security personnel. Digital cinema can provide a cheaper route to the big screen but the
distribution process requires post processing to ensure it is in the correct format.
A Digital Cinema Package (DCP) is the standard convention accepted worldwide for distributing and
projecting movies digitally based upon internationally recognised standards1,2,3,4 resulting in
improvements in distribution and security. Simply put, a DCP is a collection of image and audio files, plus
some additional files used to organize and manage the whole playlist.
A Screener (SCR) is an advance screening of a film or television series sent to critics, awards voters and
other film industry professionals, including producers and distributors. Screeners help critics and awards
voters see smaller movies that do not have the marketing advantage or distribution of major studio
releases. A screener is generally a transcoded copy of the Digital Source Master (DSM) with little or no
post-processing.
In some cases Screeners are distributed as physical DVD copies or files transferred on other physical
medium such as USB storage devices.
This paper is intended to outline a unified approach to the production of Screeners and Digital Cinema
Packages using the latest in hardware accelerated processing techniques in a secure cloud based
approach providing significant reductions in the cost of distribution of high value content.

1

SMPTE 428-1-2006 D-Cinema Distribution Master Image Characteristics
SMPTE 428-2-2006 D-Cinema Distribution Master Audio Characteristics
3
SMPTE 428-3-2006 D-Cinema Distribution Master Channel Mapping
4
ISO/IEC 15444-1 JPEG 2000 Image Compression
2
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2 Understanding DCP
2.1 What is DCP?
2.1.1 The Package Basics
The DCP can be created either from the Digital Source Master (DSM) or for larger studio releases a Digital
Cinema Distribution Master (DCDM). A DSM can be supplied in any number of formats and colour spaces
and can require extensive transcoding to be in the correct format for DCP generation. Conversely since a
DCDM already exists as a collection a number of Tagged Image File Format (TIFF) frames it can be
encoded directly into the DCP.
There are 2 ways to create the DCP package, Interop and SMTPE. Interop is the older format and is
supported by all digital projection systems, but SMPTE has support for more frame rates and Material
eXchange Format (MXF) wrapped subtitles and is becoming more frequently used as older systems are
refreshed.
A DCP consists of a number of MXF container files, which are used to store separate audio and video
streams with subtitles provided as XML files for Interop or within a further MXF wrapper for SMPTE as
described in the previous paragraph. In addition there are a number of key index files in XML format.
The video container consists of JPEG 2000 Digital Cinema Initiative compliant pictures, with maximum
frame sizes of 2048 (2K) x 1080 and 4096 (4K) x 2160. Other supported formats are grouped as follows:
For Interop:


24 and 48 fps @ 2K (MXF Interop can be encoded at 25 frame/s but support is not guaranteed)



24 fps @ 4K



24 fps @ 2K stereoscopic



23.976 and 24 fps @ 1920×1080 (MPEG2)

For SMPTE:


24, 25, 30, 48, 50, and 60 fps @ 2K



24, 25, and 30 fps @ 4K



24 and 48 fps @ 2K stereoscopic

Screen sizes supported are


Flat (1998×1080 or 3996×2160) – 1.85:1



Scope (2048×858 or 4096×1716) – 2.39:1



HDTV (1920×1080 or 3840×2160) – 16:9



Full (2048×1080 or 4096×2160) – 1.9:1
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The audio container consists of 24-bit uncompressed linear PCM, with up to 16 independent channels
sampled at either 48 or 96 kHz. Whilst the creation of separate audio and video files may seem
unnecessarily complex, we can quickly see an advantage when considering distributing content worldwide
to different language markets. In this example the video MXF would be the same for all markets and only
the audio would be different.

Figure 1 DCP Format with subtitles as MXF (SMPTE)

Once the asset files are created there are a number of XML files required for playing the content on a
digital projector - the Component Playlist (CPL), Package List (PKL), Asset Map and Volume Index (VI). The
Asset Map is a list of all files included in the DCP. The CPL defines the playback order and timing during
presentation.
The PKL contains a hash of each of the MXF files and is used to verify the assets have not been corrupted
or altered in the transit chain. Finally the volume index identifies the order in which content is retrieved
from the storage medium (important when content is stored across multiple devices such as HDDs).
However, this is becoming less common these days with the advances in storage capacity.
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2.1.2 Securing the Media
Although not mandated by the specification, a critical part of the DCP production workflow is encryption
to protect against theft of the content and unauthorised usage. The encryption standard is AES 128-bit in
CBC mode but to achieve this requires additional processing during the DCP preparation.
The AES encryption is applied to all MXF files during generation to ensure that only digital projectors with
the key are able to decrypt the content. The key itself is transmitted via a Key Delivery Message (KDM),
which also defines the start and stop times for that DCP package often referred to as the ‘viewing
window’.
To ensure security of the KDM, it is encrypted using public key encryption. To achieve this, the DCP
preparation process requires a library of public keys for each of the digital projectors which will be used to
show the content.
The KDM is encrypted using the public key of the intended digital projector and decrypted using the
private key which is held securely within the digital projector. The end result is that even if the content is
intercepted, it cannot be played on any other devices since the KDM and hence content cannot be
decrypted.

Figure 2 Encryption & Decryption Process
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Figure 3 Encryption & Decryption Process

2.1.3 Distribution
Once QA has been completed on the prepared DCP, the final stage of the process is distribution of the
content. The CRU DX115 hard drive is specifically designed for digital cinema use. The Intersociety Digital
Cinema Forum (ISCDF)5 produces a specification detailing disk drive recommendations. The drives (in
protective hard cases) are then shipped via courier.

Figure 4 ISCDF Disk Drive

2.2 Screeners
2.2.1 Introduction
Screeners are a vital part of the marketing and promotion of any new cinema release. Securing the
content is equally important as the proliferation of pirate downloads is ever increasing.
A screener is most commonly a lower quality copy of the DCM that is distributed electronically or
alternately on physical media to critics and media professionals.
The screeners are often tagged "DVDSCR", and commonly have an on-screen graphic watermarked with
the receiver's email address. Another anti-piracy measure includes the encryption of DVD disks so that
they will only play in machines given exclusively to those receiving the media.
In March of this year, TorrentFreak reported that original screener DVDs appear in dozens of eBay listings
which represents a significant loss in revenue to the producers of the content

5

ISDCF-Doc3 – Disk Drive Recommendations – November 2009
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3 Virtualisation & the Cloud
3.1 Introduction
Traditionally, the production of Digital Cinema Packages has been performed by specialist Post production
facilities using dedicated platforms designed for the process.
Over the last few years there has been a significant shift from the traditional view of racks of servers with
in an environment performing specific tasks affording little or no flexibility with regard to fault tolerance,
dynamic scaling or functional flexibility.
Modern advances in Cloud, Machine Virtualisation and Container technologies provide for flexible and
dynamic, on-demand scaling of process heavy activities.
Simply put, Cloud Computing is computing based on the internet. Where in the past, people would run
applications or programs from software downloaded on a physical computer or server in their building,
cloud computing allows people access to the same kinds of applications through the internet.
When you update your Facebook status, you’re using cloud computing. Checking your bank balance on
your phone? You’re in the cloud again. Chances are you rely on cloud computing to solve the challenges
faced by small businesses, whether you’re firing off emails on the move or using a bunch of apps to help
you manage your workload.
In short, cloud is fast becoming the new normal. By the end of 2015 it’s estimated that 90% of UK
businesses were using at least one cloud service.
For Digital Cinema Packaging and distribution there are some specific benefits, namely:

3.1.1 Flexibility & Scalability
Cloud-based services combined with Machine Virtualisation and/or Container based processing
architectures are ideal for platforms with growing or fluctuating bandwidth demands. If the needs
increase it’s easy to scale up the cloud capacity, drawing on the service’s remote servers. Likewise, if the
peak has passed, the flexibility is inherent in the platform. This level of agility is critical to the
requirements for cinema package production prior to release.
In 2016 there were 3,132 films produced and whilst only 647 were destined for cinema release6, this
represents a significant amount of effort in producing secured DCP packages for each cinema showing the
content.

3.1.2 Disaster Recovery
The loss of data for a media business can be fatal. Assets of this nature are worth potentially 10s of
millions of Dollars. Cloud is an ideal solution for the reliable and secure storage of such assets. According
to Aberdeen Group7, small businesses are twice as likely as larger companies to have implemented cloud-

6

Nash information Services LLC (www.the-numbers.com/movies/year/2016)

7

Why are Small Businesses Moving to Cloud Backup and Recovery? Research Report 5/30/2014 Aberdeen Group
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based backup and recovery solutions that save time, avoid large up-front investment and roll up thirdparty expertise in niche areas as part of the deal.

3.1.3 Work from Anywhere
With cloud computing, content can be uploaded (and downloaded) from anywhere. The platform can be
accessed from ‘on location’ to enable such activities as remote editing.

3.1.4 Security
As previously mentioned securing the media is essential in both storage and delivery. Media can be stored
in an encrypted form allowing for access for authorised users only.

3.2 Virtualisation
A key advantage to processing in the cloud is scalability, the ability to add additional capacity seamlessly
and on-demand. Cloud technology has traditionally provided this flexibility with extensive virtualisation
allowing cloud platform providers to add additional processing resource in a timely manner. Whilst
machine virtualisation allows for flexible demand management there are some disadvantages for some
applications and services. Virtualisation is broadly split into two principal areas; Full Virtualisation and OS
Level Virtualisation, generally referred to as Containers.

3.2.1 Full Virtual Machines
Full VMs provide a substitute for a real machine. They provide functionality needed to execute entire
operating systems. A Hypervisor process uses native execution to share and manage hardware, allowing
for multiple environments which are isolated from one another, yet exist on the same physical machine.
Modern hypervisors use hardware-assisted virtualization, virtualization-specific hardware, primarily from
within the host CPU.

Figure 5 Full Virtualisation Architecture
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3.2.2 Containers
In a container, everything required to make a piece of software run is packaged into isolated
environment. Unlike virtual machines (VM), containers do not bundle a full operating system - only
libraries and settings required to make the software work are needed. This makes for efficient,
lightweight, self-contained systems that guarantees software will always run the same, regardless of
where it’s deployed. In addition, this allows each container shared access to common IO such as shared
storage and network connectivity.
Services that rely heavily on input/output processing such as software transcoders and video streaming
platforms are not best served by entirely virtualised platforms. As an alternative, container based
platforms do afford better connectivity to resources such as local I/O and for the purpose of this
discussion the hardware acceleration used to enhance the video transcoding process.

Figure 6 Container Architecture
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4 Hardware Accelerated Processing
4.1 Introduction
4.1.1 Video File Structure
In a Broadcast or internet based TV or on-demand service the video compression is highly dependent
upon the interrelation of the discrete images presented to the viewer. That is to say that the compresses
images are not atomic and are also not transmitted in the order in which they are displayed.
There are three types of frame:


An I-frame is an 'Intra-coded picture', in effect a fully specified picture, like a conventional static
image file.



A P-frame ('Predicted picture') holds only the changes in the image from the previous frame. For
example, in a scene where a car moves across a stationary background, only the car's movements
need to be encoded. The encoder does not need to store the unchanging background pixels in the
P-frame, thus saving space. P-frames are also known as delta-frames.



A B-frame ('Bi-predictive picture') saves even more space by using differences between the
current frame and both the preceding and following frames to specify its content.

Images are grouped into a Group of Pictures (GOP) which is then used to reconstruct the displayed video.
A typical Group of Pictures (GOP) structure is IBBPBBPBBPBB. The I-frame is used to predict the first Pframe and these two frames are also used to predict the first and the second B-frames. The second Pframe is predicted also using the first I-frame. Both P-frames join together to predict the third and fourth
B-frames. The scheme is shown in Figure 7:

Figure 7 Typical Video Compression Frame Order

This structure suggests a problem because the fourth frame (a P-frame) is needed in order to predict the
second and the third (B-frames). So we need to transmit the P-frame before the B-frames and it will delay
the transmission (it will be necessary to keep the P-frame).
The video portion of a Digital Cinema Packages is provided as a series of I frames encoded as JPEG 2000
images. Unlike normal video compression used in broadcast and Over-The-Top (OTT) platforms, the
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frames in a DCP package have no dependency upon each other and as such lend themselves to the
benefits of parallel processing.

Figure 8 Intra Frame Encoded Video

4.1.2 Hardware Acceleration Technologies
There are a number of competing hardware acceleration architectures provided by the major Graphics
Hardware providers. Notable amongst these are the CUDA Architecture from NvIdia, VCE and UVD from
Advanced Micro Devices (AMD) and Quick Sync Video from processor manufacturer Intel.
The work carried out presented in this document is based upon the Nvidia CUDA architecture but could
potentially be applied to other architectures.
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4.2 GPU Processing
Modern graphics cards utilise advanced parallel processing architectures to provide high speed rendering
of images to support video playback and high speed gaming applications. These peripherals are
subdivided into a number of Graphical Processing Units (GPU) or Cores which perform the mathematical
operations required to support the rendering of complex images.
These GPUs are essentially parallel ‘number crunchers’ which can be utilised to perform mathematical
operations that do not result in a displayed image.

Figure 9 CUDA GPU Process Flow

In simple terms data is copied from the main system memory to the GPU memory (1). The system CPU
then instructs the GPU to perform the operation on the data already loaded (2). The GPU cores then
process the data in parallel (3). The result is then transferred back to the system memory (4).
This way of operation is ideally suited to the processing of discrete images as required by
Digital Cinema.
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5 The Solution
5.1 Introduction
5.1.1 Chameleon Base Architecture
The proposed DCP solution utilises the BCI Digital Chameleon Transcoder architecture at its core.
Chameleon is a high density software compression solution, designed for Cable, DTH, OTT file
based delivery of SD, HD and Ultra HD content. Chameleon is a software based solution,
hardware agnostic, running on any OS: Linux, Windows and any Virtual Machine or Container
based architecture.
The Chameleon Transcoder is operated via an extensive set of APIs to allow users to
seamlessly integrate the transcoder into wider Enterprise platforms. Chameleon can also be
managed in conjunction with a Windows based management platform if required.

Figure 10 Chameleon Transcoder Architecture

To best understand the DCP specifics of the architecture, it is best to cover how the content is processed
in the standard Chameleon platform. The content path is shown in red in Figure 10 above.
The transcoder platform is controlled by the workflow manager which is responsible for managing the
processing of data through each of the transcoder nodes. Depending upon the hardware upon which the
transcoder is deployed and its virtualization status the transcoder can have up to 32 nodes per platform.
The primary video processing components are:
1) Analyzer – this component analyses the incoming file to ensure compliance with the requested
transcoding profile. Checking for such things as the presence of a video stream, its format in
terms of whether it is intra-frame encoded, interlaced or progressive etc. From an audio
perspective the Analyzer ensures the correct numbers of audio streams are present. This is
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2)

3)
4)

5)
6)

essential if the encoded output has to be multiplexed into container formats such as AC3 and EAC3 for example.
Edit Decision List Processor – this component will edit the incoming file as determined by the Edit
points specified in the profile or the transcode request. The transcoder can take a number of
source files and combine them at the output or split into multipart files as required.
Mezzanine Processor – This component is only used if the incoming content is not intra-frame
encoded and a frame accurate edit is to be performed. Otherwise it is not used.
Transcode Engine – This is the transcoder itself. Within the each Chameleon Transcoder platform
there can be up to 32 discrete transcoder nodes each performing a separate job under the control
of the Workflow manager.
Multiplexer/Packager – This component packages the output file into the correct format and
stores the file at the location determined by the profile or the transcode command.
Image Processor – This component can be used to generate thumbnail images at a specific point
in the output file or at scene changes or each I-Frame.

Figure 11 Chameleon Video Path

Whilst the Chameleon Platform is very flexible in terms of producing a wide variety of transcode formats,
the requirements for DCP are not solely concerned with video and audio processing and as such require
some additional functionality to be added to the platform.
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5.1.2 DCP & eScreener Architecture
5.1.2.1 Introduction
The Chameleon Platform has been designed and built around open source transcoder libraries and as
such lends itself to being integrated with additional API sets with minimal effort.
For the purpose of DCP production, the architecture has been modified to integrate directly to the
OpenJPEG 2000 libraries that support Nvidia CUDA acceleration. There are a number of variant open
source libraries integrated into the Chameleon architecture being evaluated as part of BCi Digital’s ongoing research into this area. The details on performance and quality are outside the scope of this
discussion document.

Figure 12 Chameleon DCP & eScreener Architecture

The eScreener architecture utilises existing commercial Forensic Watermarking technology to provide
protection of content throughout the viewing process. The transcoder will, at the same time as it is
producing the DCI JPEG2000 compliant images for the DCP package, produce a lower bit-rate AVC copy of
the asset which will then be fed to the watermarking components.

5.1.2.2 Why Use Forensic Watermarking?
Forensic watermarking is a process by which a unique, invisible serial number can be added to video or
audio content. The watermark is designed to remain with the content, regardless of how it might be
transcoded, resized, downscaled or otherwise altered for distribution. In short, this means that the
watermark is encoded invisibly into the video image and audio output.
Forensic Watermarking for video and audio content allows the content owner to embed a unique serial
number in the content as it is playing. This payload remains completely imperceptible to the consumer
while at the same time being resistant to nearly any transformation of the video in size, format or
resolution
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As a means of ensuring that programming reaches the correct user at the correct time and on the correct
device, Conditional Access (CA) and Digital Rights management (DRM) systems are an ideal solution,
offering scalability and security benefits that are well-known. However, once playback begins, these
technologies offer little-to-no protection against the capture and redistribution of the content.
If someone wishes to download and redistribute the content or simply ‘film’ the content on their screen
forensic watermarking provides the content owner with a means to trace the source of the copied
content.
In 2016, the BBC fell foul to content piracy8 and has now adopted this approach for all of its distributable
content - in particular on-demand watermarking as described by the eScreener platform.

5.2 DCP Architecture Detail
5.2.1 Introduction
The architecture is outlined in Figure 12 below. The eScreener part of the architecture is covered in
section 5.3 .
The principal change to the Chameleon architecture is the replacement of the existing transcoder node
with the hardware accelerated JPEG2000 library (1).

Figure 13 DCP Workflow

To be DCI compliant, the JPEG2000 encoder has to produce the video output as follows:
2D image


2048×1080 (2K) at 24 frame/s or 48 frame/s, or 4096×2160 (4K) at 24 frame/s

Note:
In 2K, for Scope (2.39:1) presentation 2048×858 pixels of the image is used
In 2K, for Flat (1.85:1) presentation 1998×1080 pixels of the image is used
In 4K, for Scope (2.39:1) presentation 4096×1716 pixels of the image is used
In 4K, for Flat (1.85:1) presentation 3996×2160 pixels of the image is used


12 bits per colour component (36 bits per pixel)

Note:
10 bits is only permitted for 2K at 48 frame/s

8

http://www.mesalliance.org/2016/05/31/how-bbc-responded-to-piracy-create-a-culture-of-security/
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CIE XYZ colour space



Tagged Image Format File (TIFF) 6.0 container format (one file per frame)



JPEG 2000 compression



250 Mbit/s maximum image bit rate

Stereoscopic 3D image


2048×1080 (2K) at 48 frame/s - 24 frame/s per eye

Note:
In 2K, for Scope (2.39:1) presentation 2048×858 pixels of the image is used
In 2K, for Flat (1.85:1) presentation 1998×1080 pixels of the image is used
The audio encoder must produce audio compliant with the following:


24 bits per sample, 48 kHz or 96 kHz



Up to 16 channels



WAV container, uncompressed Pulse Code Modulated (PCM)

These compliant files are the n packaged in individual MXF wrappers by the MXF Packager (2). At this
point in the process we have a number of files, a video MXF wrapped file and a number of Audio MXF
wrapped files. The additional components in Figure 13 are external to the Chameleon Platform and are
specific to the DCP package requirements.
As described in section 2.1.2 the MXF files are encrypted (3) using the specific public key associated with a
particular projector (4). This has implications for the processing at this stage as a potentially large number
of encryptors working on the MXF files will be required. In the UK alone over 98% of cinemas are digital9
and as there are around 4,200 screens in the UK10 alone so scaling at this point in the process is vital.
After encryption, the DCP package is produced (5) incorporating additional metadata provided with the
source media that may be required.

5.2.2 Hardware Acceleration and Container Technology
5.2.2.1 Scaling the Encryption Process
In addition to hardware acceleration being used to produce the JPEG2000 video files, the technology can
be used to assist in the AES encryption of the MXF files. As stated in the previous section, whilst the
production of the video benefits greatly from hardware acceleration, this is potentially a once-only
operation for each piece of content, whereas the encryption of the resultant file could result in over 4,000
separate processes for each piece of content. This is where the use of containerized hardware
acceleration comes into its own.
In essence, the encryption of any file is simply passing the data as a stream, through an algorithm that
encodes the stream using a predefined key, the public key from the digital projector, in this case.

9

http://www.independentcinemaoffice.org.uk

10

UK Cinema Association
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Graphics Processing Units (GPU) are essentially highly scalable floating-point number crunchers ideal for
such applications as encryption. Whilst the specifics of how this is done are outside the scope of this
document, the reader may wish to follow this up here.11

5.2.2.2 CUDA and Docker Integration
As previously stated, the key to effective throughput of encrypted DCP packages is the ability to scale the
encryption as well as enhance the video transcoding process. From the brief discussion of virtualization
technologies in section 3.2 it is our belief that the use of containers rather than fully virtualized machines
affords better flexibility and scalability for the transcode and more especially the encryption process.
Containers offer better integration with the hardware acceleration than fully virtualized machines and
some significant development in this area on both Docker12 and OpenStack13 has been made.

Figure 14 CUDA - Docker Integration (Courtesy of Nvidia Corporation)

11

http://http.developer.nvidia.com/GPUGems3/gpugems3_ch36.html

12

https://github.com/nvidia/nvidia-docker

13

https://wiki.openstack.org/wiki/HeterogeneousGpuAcceleratorSupport
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5.3 eScreener Architecture
As previously mentioned the eScreener platform uses the Chameleon transcoder in conjunction with a
commercially available Forensic Watermarking system. For the purpose of this white paper, the system
chosen is Civolution which is currently already supported by Chameleon.

Figure 15 eScreener Architecture

The eScreener platform will use an AVC encoded (1) copy of the original media produced at the same time
that the JPEG2000 copy is being produced. This file is then placed on the Screener Storage location (2)
where it is accessed by the Watermarking Processor (3) which will analyse the file and produce a set of
watermark files which are used by the Embedders (5) within the eScreener Web Services portal.
Using this system the user can either download content for local viewing or alternatively stream the
content ‘live’ to a device as required. In each case, the content is watermarked and protected.
User access is managed using a Content Management System (4) allowing users to access only those
eScreeners for which they have the requisite permissions.

Figure 16 Civolution eScreener Platform (Courtesy of Civolution)
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